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SpectralVolumeRenderingusingGPU-basedRaycasting

Abstract Traditional volume renderingdoesnot incorpo-
rate a numberof optical propertiesthat are typically ob-
served for semi-transparentmaterials,suchasglassor wa-
ter, in the real world. Therefore,we have extendedGPU-
basedraycastingto spectralvolumerenderingbasedon the
Kubelka-Munktheoryfor light propagation in parallelcol-
orant layersof a turbid medium.This allows us to demon-
stratethe effects of selective absorptionand dispersionin
refractive materials,by generatingvolumerenderingsusing
realphysicalopticalproperties.We show that this extended
volumerenderingtechniquecanbeeasilyincorporatedinto
a�e xible framework for GPU-basedvolumeraycasting.Our
implementationshows a promisingperformancefor a num-
berof realdatasets.Particularly, we obtainup to 100times
theperformanceof acomparableCPUimplementation.

Keywords GPU-Raycasting� SpectralVolumeRendering�
Kubelka-MunkTheory

1 Intr oduction

Scienti�c volume visualizationplays an important role in
both academiaandindustry. Dependingon the application,
variousvisualizationtechniquesarebeingemployed.In or-
der to obtaina productive systemthat is universallyappli-
cable— in medicine,geosciences,engineering,etc. — it
is necessaryto integratethesetechniquesinto a singletool.
Furthermore,avolumerenderingtool issupposedtobefuture-
proof.Of course,thisrefersto technicaladvances,likee.g.in
graphicshardware, to guaranteebestperformancealso for
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increasinglylargedatasets;but thisdesirealsorefersto new
methodologies,i.e.weexpectanoptimaltool to bevery�e x-
ible andto allow for fastandpainlessintegrationof innova-
tivenew volumerenderingtechniques.

At the moment,actualvolume renderingimplementa-
tions arealmostexclusively basedon slice-basedmethods
whereaxis-alignedor viewport-alignedtextured slicesare
blendedtogetherto approximatethevolumerenderinginte-
gral.Withoutdoubt,theseslice-basedapproacheshave their
bene�ts. However, slice-basedimplementationsarerasteri-
zation-limitedandcanhardlybeoptimizedfrom analgorith-
mic pointof view. Furthermore,whenapplyingaperspective
projectionthe integrationstepsizewill vary alongviewing
rayswhenusingplanarproxy geometries,leadingto visible
artifacts.Finally, they do not easilyallow for animplemen-
tation of techniqueswith viewing rays changingdirection
as it occursin refractingvolumes.Slice-basedtechniques,
therefore,donot ful�ll all of thecriteriade�ned above.

On the other hand,the recentadvancementsin highly
programmablegraphicsprocessingunits provide an ideal
platform for ef�ciently mappingraycasting-basedvolume
renderingto graphicshardware.A fragmentprogrambased
raycastingdoesnot suffer from any �e xibility issuesand,
therefore,ful�lls thesecondcriterion.Furthermore,graphics
hardwaremanufacturersurge us to useany novel fragment
programfeature,promisingthat this functionality will be-
comeveryfastin futuregenerationsof theirhardware.It can
thusbe assumedthat GPU-basedraycastingis alsofuture-
proof from atechnicalpointof view and,accordingly, meets
all criteriade�ned.

Although, the traditional volume renderingintegral al-
lows oneto createrenderingsthataresuitablefor theanal-
ysisof typical volumedatasetsin a largenumberof appli-
cationsit doesnot incorporateimportantoptical properties
thataretypically observedfor realsemi-transparentmateri-
als,suchasglassor water. This includesthe re�ection, re-
fraction, selective absorption,scattering,or polarizationof
light. Therefore,many extensionsto the basicvolumeren-
dering equationhave beenproposedin order to allow for
moresophisticatedglobal illumination effects,for example,
subsurfacescattering,translucency, or volumetricshadows.
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However, a numberof opticalcharacteristicslike dispersion
or selective absorptionarebasedon the spectralproperties
of light andthewavelength-dependentcharacteristicswhen
interactingwith different media.While theseeffects have
gainedmuchattentionin photorealisticimagesynthesis,in
the �eld of volumerenderingfew publicationson this sub-
ject canbefoundin theliterature.

This paperis an extensionto our previous work [40]
that describesour experiencesin developing a framework
for GPU-basedraycastingand a seriesof single-passvol-
umeshadersfor bothstandardandnon-standardvolumeren-
deringtechniques.Speci�cally wehaveincludedthefollow-
ing topics.First, we have extendedthe framework to sup-
portmulti-passrenderingin off-screenbuffersto accountfor
complex volumerenderingalgorithmsthat cannotbe real-
ized within a single fragmentshader. Second,we describe
the implementationof spectralvolumerenderingincluding
wavelength-dependentrefraction and absorptionbasedon
measuredmaterialpropertiesin thecaseof volumeraycast-
ing. Last,we compareour GPUimplementationto a CPU-
basedsolutionrealizedin thesameframework.

2 RelatedWork

Most of the work in direct volume visualizationin recent
yearshasbeenfocusedon texture-basedapproaches.First
introducedby Cullip andNeumann[7] andCabralet.al [6],
thebasicraycastingconceptis realizedby samplingthevol-
umedatausinga stackof, typically, planarslicesasa proxy
geometryandapproximatingthe evaluationof the volume
renderingintegral by blendingthe texturedslicesin front-
to-backor back-to-frontorderin theframebuffer. Thispixel-
parallelprocessingof the viewing raysduring rasterization
of theproxygeometryexploits theunmatchedbi- andtrilin-
ear interpolationcapabilitiesof moderngraphicshardware
and is the primary reasonfor the unsurpassedspeedand
successof this method.Many enhancementsto this simple
approachhave beenproposedthat exploit more advanced
texture mappingcapabilitiesof today's graphicshardware
to increasetheinteractivity andapplicabilityof themethod,
e.g.[32,42]. The introductionof multidimensionaltransfer
functions[20] andpre-integratedtransferfunctions[10] has
signi�cantly improvedthequality of renderingsthatcanbe
achieved.Also, someaccelerationtechniquesproposedfor
theoriginal raycastingapproach,suchasearly ray termina-
tion and empty spaceskipping [26], or hierarchicalaccel-
erationstructures[5,13,25] have beensuccessfullyadopted
to texture-baseddirectvolumerendering.Nevertheless,it is
still muchharderand requiresconsiderablymoreeffort to
integratesuchtechniquesinto aslice-basedvolumerenderer
comparedto theimplementationin anobviouslymuchmore
�e xible software-basedraycastingcode.

Although,aswehaveseen,theuseof graphicshardware
hasa long standingtradition in volumerendering,only re-
centadvancesin theprogrammingmodelandtheincredible
paceat which the performanceof graphicsprocessorshas

increasedover the last years,provide the meansof carry-
ing the bene�ts of raycastingto hardware-acceleratedvol-
umerendering.GPU-basedimplementationsof theraycast-
ingalgorithmthatovercomesomeof theshortcomingsof the
traditionalvolumeslicing approachhave beenpresentedfor
bothstructuredandunstructuredgrids.Thesesolutionscan
bedividedin twoclasses.The�rst [22,35,41] performsmul-
tiple renderingpasses— similar to traditional slice-based
volume rendering— in order to traversethe volume and
storesintermediateresultscomputedon a per-fragmentba-
sisin temporarybuffersthatareaccessedin subsequentren-
deringpasses.Unfortunately, theseapproachessuffer from
thelack of high accuracy blendingsupportin contemporary
graphicshardwareor have to resortto ping-pongrendering
to overcomethisproblem.

The secondgroup executesthe whole raycastingalgo-
rithm in a singlerenderingpass,exploiting the functional-
ity of dynamicloopingavailableon recentgraphicsproces-
sors.This was�rst shown asa simpletechnologydemoby
NVIDIA [30] that demonstratesthe useof advancedfrag-
mentshaderfunctionality to implementa basicsingle-pass
raycastingalgorithmfor regularvolumedatain asinglefrag-
ment program.In [40] we presenteda �e xible framework
for singlepassGPU-raycastingthat takesadvantageof the
easilyextensibleraycastingapproachto demonstrateanum-
berof non-standardvolumerenderingtechniques,including
translucentmaterialandself-shadowing isosurfaces,aswell
asanaccelerationtechniquebasedonexploiting inter-frame
coherence.Hadwigeret al [15] presenteda GPU-raycasting
systemfor isosurfacerendering.They employ a two-level
hierarchicalrepresentationof the volume dataset for ef�-
cient empty spaceskipping and usean adaptive sampling
approachfor iterative re�nementof the isosurfaceintersec-
tions.

Spectralcolor modelshave beendeployed in computer
graphicssincethe 1980s.For example,the reconstruction
of the spectral power distribution (SPD), from RGB rep-
resentationswerestudiedby [11,17,28]. Peercy et al. [31]
considereda hardwareimplementationof full-spectralren-
deringonaSiliconGraphicsRealityEngineTM. Johnsonand
Fairchild developedan OpenGLextensionfor full-spectral
local illumination [18] For a more extensive coverageof
spectralmodelingandrendering,readersmay refer to [12,
16,36,38]

Noordmanset al. [29] were the �rst to introducethe
spectralcolor model to volume visualization,and demon-
stratedthata spectralvolumerendererproducedphysically
more realistic visualizationin comparisonwith the tradi-
tionalRGBa model.Bergneretal. presentedaspectralvol-
ume renderingsystem,which facilitatespost-illumination
andinteractivedataexploration[3]. They recentlyexamined
the incorporationof spectralcolor representationin several
renderingalgorithms,includingraycasting,volumesplatting
andFouriervolumerendering[4].

In the �eld of computergraphics,oneparticularoptical
model,namelytheKubelka-Munkmodel(KM model)[24,
39], wasoftenusedin conjunctionwith spectralcolor com-
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putation.The model,which theorizesthe passageof light
amongmultiple inhomogeneouslayersof translucentma-
terials, is often referredto as a one-dimensionalradiosity
model.HaaseandMeyer [14] employedtheKubelka-Munk
modelfor pigmentmixing in orderto improve graphicalre-
alism.Dorsey andHanrahan[9] usedthemodelfor simulat-
ing metallicpatinas,a typeof weatheringeffect of metallic
objects.Othersdeployed the model for non-photorealistic
renderingthroughthephysically-basedsimulationof differ-
ent paints,suchaswatercolor[8], wax crayon[37] andoil
paints[2].

Recently, Abdul-RahmanandChen[1] presentedaspec-
tral volumerenderingintegralbasedontheKM model.They
highlightedsomerelative meritsof theKubelka-Munkthe-
ory over the Lambert-Bouguerlaw in termsof its built-in
distanceattenuation,and its capability of determiningthe
opacityandtransparency optically accordingto theabsorp-
tion andscatteringproperties,in additionto theadvantages
of moreaccuratesimulationof selective absorption,theuse
of measuredspectraldataandpost-illumination.

Apart from theearlywork by Peercy [31] andthespec-
tral volumesplattingby Bergneret al. [4], mostimplemen-
tationof spectralrenderinghave beencarriedout primarily
in software.

3 Kubelka-Munk Theory in a Nutshell

TheKubelka-Munkmodelis basicallya two-�ux approach
to the generalradiation transporttheory, which considers
two radiation�ux es,namelyre�ectance(R) and transmit-
tance(T), that passthrougha continuousmediumin two
oppositedirections.While anearlyversionof themodelas-
sumedthat the mediumis completelyhomogeneous[24],
Kubelka later extendedthe KM model to inhomogeneous
layersof paint-like turbid substances,andeachelementary
layeris assumedto beisotropicandcompletelydiffuse[23].

Considera volume dataset to be evaluatedusing ray-
castingin direct volumerendering.Given a seriesof sam-
ples,s1;s2; : : : ;sn, alongaraycastfrom theviewing position
at a regular interval d, we approximatetheintersectionvol-
umebetweentherayandthedatasetasaseriesof homoge-
neouselementarylayersof thicknessd. TheKM modelcan
therebybedeployed,andwehavetwo �ux esI f andIb �o w in
oppositedirections,that is, I f �o ws forwardsfollowing the
ray direction,andIb �o ws backwards.Note that, thesetwo
�ux eswereoriginally calleddownward andupward �ux es
respectively. Let the re�ectanceandtransmittancefor each
layerbeRi andTi , i = 1;2; : : : ;n, a light �ux from layeri � 1
passesthroughlayeri with theportionTi , thenthenext layer
with theportionTiTi+ 1, andsoon. Meanwhile,a portionof
�ux of theamountTiRi+ 1Ti will bere�ectedfrom layeri + 1
andpassesbackwardsthoughlayeri again.Thein�nite pro-
cessof interactionbetweenlayerscanbeconsideredasone-
dimensionalradiosity[9] — alimited form of globalillumi-
nation.

The sumsof the two in�nite seriesof re�ectanceand
transmittancede�ne thecompositedre�ectanceR andtrans-
mittanceT. Let Ri andT i betheaccumulatedsumsof com-
positingre�ectanceandtransmittancefrom layer1 to layeri.
Let, Ri+ 1 andTi+ 1 bethesampledre�ectanceandtransmit-
tanceof layer i + 1. Thecompositingre�ectanceandtrans-
mittancefrom layer1 to layeri + 1 is asfollows:

Ri+ 1 = Ri +
T2

i Ri+ 1

1� RiRi+ 1
(1)

T i+ 1 =
T iTi+ 1

1� RiRi+ 1

This facilitatesadiscretevolumerenderingintegralwith
built-in one-dimensionalradiosity.

As sampledthere�ectanceRandtransmittanceT values
dependon the thicknessof the layer (or the samplingdis-
tance)d, it is commontocalculateRandT fromthesampled
absorptionattributeK andscatteringattributeSas:

R=
sinh(bSd)

asinh(bSd) + bcosh(bSd)
(2)

T =
b

asinh(bSd) + bcosh(bSd)

where

a =
S+ K

S
; b =

p
a2 � 1:

Note that the absorptionand scatteringcoef�cients K
andSarefunctionsof thewavelengthandderivedfrom ma-
terial properties[14,2].

4 A Framework for GPU-Raycasting

The systemfor volume raycastingproposedin this paper
consistsof two major parts:a framework written in plain
C andbasedon OpenGLandGLUT, anda setof shaders
thatare�e xibly loadedandmodi�able at runtime.Someex-
amplesaregiven in Secs.6 and8. The systemis portable
betweenMS WindowsandLinux.

Independentof the selectedvolume shader, the frame-
work generatestheprimaryrays,initializesthetextures,and
providesvariousfunctionalitylikeeventhandlingandtrans-
fer functions.Besidessettingup the rays, this is all stan-
dardfunctionalityalsofoundin any slice-basedvolumeren-
deringapplication.Furthermore,theframework supportsthe
useof offscreenbuffersandmultiple rendertargetsfor com-
plex shaders,thatcannotbecarriedout in asingle-pass.This
functionalityisbuilt ontopof theOpenGLEXTFRAMEBUFFER-
OBJECTand ARBDRAWBUFFERSextensions.As an exam-
ple for the useof this functionality we have implemented
a completelyGPU-basedempty spaceskipping algorithm
for GPU-raycasting[19] andthespectralvolumerendering
approachdescribedin Sec.6.

The volumedataset is expectedin unsigned char or
unsigned short format andstoredin a 3D texture.Since
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6.8/9.2/12.9 7.2/7.4/19.3 3.3/3.4/8.0 6.8/8.5/15.9

Figure 1 Examplesfor differentvolumeshadersrenderinga CT dataset(160� 430� 183 voxels).From left to right: opaqueisosurfacewith
self-shadowing, pre-integratedvolumerendering,isosurfacecombinedwith pre-integratedvolumerendering,andshadedvolumerendering.The
minimum,average,andmaximumframeratesaregivenin thelower left corner.

many volumerenderingtechniques,e.g. lighting or refrac-
tion, requiregradientinformation,thesecanbeprecomputed
usingcentraldifferencesor a3� 3� 3 Sobeloperatorandop-
tionally storedtogetherwith the scalardata.Furthermore,
anadditional�ltering stepcanbeappliedto achievesmooth
gradients.As shown in [34] �ltering canbe signi�cant for
the renderingquality, especiallyfor refractive volumeren-
deringmethodsor datasetsthat have high noise.All pre-
computedgradientcomponentsarequantizedto 8 bits and
storedin theRGBcomponentsof theRGBA texturealready
holding the scalarvolumedatain the alphachannel.Since
the quantizationposesa loss of accuracy, it is possibleto
computegradientsonthe�y in thefragmentshaderif higher
qualitygradientsarerequired.In thiscasethesinglecompo-
nentvolumetexture is suf�cient andlargerdatasetscanbe
loaded.

For thedescriptionof therenderingprocesswe �rst de-
�ne thefollowing volumeproperties.Let Sc denotethenum-
ber of slicesin c-direction and Dc the slice distancein c-
directionwith c 2 f x;y;zg. Then

ec = ScDc ; (3)
Ec = (ScDc)=max(f ex;ey;ezg) ; and
Cc = Ec=2

de�ne thevolumeextentsec, normalizedvolumeextentsEc,
and the volume centerCc. For displayingthe volume,we
bind a user-selectedvolumeshaderandasproxy geometry
renderan axis-alignedbox translatedby (� Cx; � Cy; � Cz)T

with backface-cullingenabled.Onecornerof thebounding
box is locatedat theorigin, theoppositeoneat(Ex;Ey;Ez)T .
Theboxde�nesthenormalizedboundingboxof thevolume
consideringboth the numberof slicesand their distances.
For eachboundingboxvertex wede�ne texturecoordinates
identicalto thevertex positions.Eachfragmentcanthusac-
cessthe respective ray's entry point by just looking at its
interpolatedtexturecoordinatesand— in combinationwith
the cameraposition — easily computethe parametricray
of sight.Thefragmentattributefragment.position stores
the(x;y) window coordinatesof thefragmentcenterrelative
to thelower left cornerof thewindow andfragment'szwin-
dow coordinateandnot thefragment's coordinatesin object

space;accessingthe objectspacecoordinatesis, therefore,
notpossiblewithout theapparentlyredundantsettingof tex-
ture coordinatesequalto vertex coordinates.A signi�cant
bene�t from this approachis the inherentminimizationof
thenumberof raysthataregenerated.

5 Raycastingon the GPU

In the last yearsprogrammabilityof workstationandcon-
sumerlevel graphicshardware hasevolved at an increas-
ing pace.Driven by the steadilygrowing demandsof the
gameindustry, performanceof moderngraphicsprocessors
hasexceededthecomputationalpower of CPUsbothin raw
numbersandin theirextraordinaryrateof growth.Abandon-
ing the simple�x ed-functionpipelinewhich wasthe char-
acteristicfeatureof graphicsprocessorsonly a couple of
yearsago, today's GPUshave evolved into very sophisti-
cated,highly programmableSIMD processingunits. With
the advent of graphicsprocessorssupportingthe new fea-
turesof DirectX Pixel Shader3.0 andequivalentOpenGL
extensions,namelydynamiclooping andbranching,GPUs
arebecomingmoreandmore“generalpurposeprocessing
units” comparableto theCPU.

Thebasicraycastingapproach�ts very well into thein-
trinsicallyparallelstreamprocessingsemanticsof thesenew
fragmentprocessors.For eachpixel of the�nal imageasin-
gle ray is tracedindependentlythroughthevolume.There-
fore, a fragmentprogramimplementationof this simpleal-
gorithmworkingonthefragmentsgeneratedby rasterizinga
polygoncoveringthescreenspaceareaof thevolume'spro-
jectedboundingbox is suf�cient to computethecorrectre-
sult.Thevolumerenderingintegral for eachpixel is thenap-
proximatelyevaluatedby samplingtherayata�nite number
of positionsinside the volume.The contributionsof those
samplesalongthe ray areaccumulatedto the overall chro-
maticityandopacity. Applying anappropriateopticalmodel
every desiredkind of interactionbetweenlight andthevol-
umetricobjectcanberealized.Unfortunately, dueto limited
capabilitiesof graphicshardwaremostof theelaborateopti-
cal modelsalreadyproposeda decadeago[27] have not or
only with considerableeffort andoverheadbeenintegrated
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intoslice-basedvolumerenderers.In contrast,it isoftenvery
easyto includetheminto araycastingsystem[21,33].Fig.1
shows a numberof imagesthathave beenrenderedwith the
presentedGPU-basedvolume raycastingframework using
differenttypesof volumeshaders.Performancedatafor each
shaderwasmeasuredfor a512� 512viewportwhenrotating
the volumeoncearoundthe y-axis.The samplingstepsize
waschosento beapproximatelyhalf thesmallestvoxel dis-
tance.All performancemeasurementswereconductedon a
standardPC equippedwith a 3.4GHzPentium4 processor
anda NVIDIA GeForce7800GTX basedgraphicsacceler-
ator card.Note that the performancedropssigni�cantly in
the caseof mixed volumeand isosurfacerenderingdue to
thehighoverheadof conditionalbranching.

First we start with a brief overview of the GPU-based
raycasting.For theprimaryraysthedirectionfor therespec-
tive fragment/pixel togetherwith theentrypoint, i.e the�rst
intersectionof theeye ray with thevolume's bounding-box,
hasto bedetermined.Thenin eachstepof the loop theac-
tual interpolateddatavaluefor the currentsamplepoint is
fetchedfrom a3D texturemapandthealreadyaccumulated
color and opacity valuesfor the fragmentare updatedac-
cording to the chosenoptical modelor renderingstyle. In
thesimplestcase,this couldbea dependenttexturelook-up
combinedwith alpha-blendingfor abasicvolumerendering
transferfunction. Then,the samplingposition is advanced
alongtheray by a speci�c stepsize.Theloop is terminated
either if the ray hasleft the volume or if someother cri-
teria — dependingon the chosenoptical model— is met,
e.g.early ray terminationdueto high accumulatedopacity
or the �rst hit semanticif an opaqueisosurfaceis encoun-
tered.

Thecompletecodefor asimplefragmentprogrambased
volumeraycasteris shown in Fig. 2. As mentionedin sec-
tion 4, theboundingboxwith attachedtexturecoordinatesis
renderedasproxy geometryto generateall necessaryfrag-
ments.Eachof thesefragmentscorrespondsto a singleray
with the startingpositiongiven by the interpolatedtexture
coordinatesof its fragment.Thedirectionfor theinitial rays
is given by subtractingthe positionof the camerafrom the
ray startingposition.Not shown in thecodeis thatthecam-
erapositioncanbe easilyderived by reversingthe transla-
tion dictatedby themodelview matrix. Sincethecamerais
initially locatedat the origin, this translatesto a single in-
structionin thefragmentprogram.

Using theray's entrypoint andthecomputedray direc-
tion, it is now possibleto samplethe volumewith a setof
two nestedREPloops, allowing for an overall numberof
65,025iterations.Note that currentGPUsonly supporta
maximumof 255 iterationsper loop, which would not be
suf�cient for traversingreasonablysizeddatasets.The ac-
tual volumesamplingis thenstraightforward sincewe ba-
sically cannow follow thesoftwareapproachwithout sacri-
�cing theparallel-processingpowerof modernGPUs.Inside
theloop the�rst stepis to samplethevolumedatasetat the
currentposition. Dependingon the optical model and the

chosentype of classi�cation,the obtainedscalarvalueand
optionalgradientcanbeprocessedfurther.

In this example,we usestandardfront-to-backalpha-
blendingto accumulatethe opacity in combinationwith a
pre-integratedtransferfunction.Notethat in theimplemen-
tation presented,the integrationdoesnot have to resortto
low-accuracy framebuffer blendingoperationsandcantake
advantageof highly accurate32 bit �oating point compu-
tations.For the specialcaseof pre-integration,we bene�t
of the�e xibility of theGPU-raycastingapproach.This tech-

# Get start position
MOVposition, startPosition;

# Determine ray direction
SUBdirection, position, camera;
NRMdirection, direction;
MULdirection, direction, scaleFactors;

# Lookup scalar value in 3D volume texture
TEX scalar.g, position, texture[0], 3D;

# Move one step forward along ray direction
MADposition.xyz, direction, step, position;

# Start ray traversal
MOVdst, 0.0;
REP255;

REP255;
# Lookup scalar value in 3D volume texture
TEX scalar.r, position, texture[0], 3D;

# Lookup in pre-integrated transfer function
TEX src, scalar, texture[1], 2D;

# Perform front-to-back blending
SUBtexblen.r, 1.0, dst.a;
MAD_SATdst, src, texblen.r, dst;

# Move one step forward along ray direction
MADposition.xyz, direction, step, position;

# Test if outside volume and exit loop
SGEtemp1.xyz, position, volExtentMin;
SLE temp2.xyz, position, volExtentMax;
DP3 inside.x, temp1, temp2;
SEQCinside.x, inside.x, 3.0;
BRK(EQ.x);

# Save current scalar value for pre-integration
MOVscalar.g, scalar.r;

ENDREP;

# Exit loop if volume left
BRK(EQ.x);

ENDREP;

# Write output color to framebuffer
MOVresult.color, dst;

Figure 2 Basic fragment program code of a volume ray-
caster using pre-integrated lookup tables. Implementedusing the
GLNVfragment program2 extension.
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niqueusesalookup-tabledependentontwo consecutivevol-
umesamplesin orderto increasetherenderingquality [10].
Theray traversalin onesinglefragmentprogramallows us
to storeintermediatevaluesandreusethemin thefollowing
iterations.In the examplethis refersto the MOVinstruction
at the endof the loop. Thus,pre-integrationcanbe imple-
mentedwith only oneadditionaltexturelookup.On theop-
posite,slice-basedapproachescannoteasily communicate
informationbetweentheslicesandthereforea commonso-
lution would needto samplethetexture twice for eachslab
beforeperformingthelookup.

Theremaininglinesof codeinsidetheloop performthe
actualray traversalandthetestwhethertheray hasalready
left the volume.The test comparesthe currentposition to
theminimal andmaximalextentof thevolumeandusesthe
dynamic�o w controlof ShaderModel 3.0 to exit the loop.
However, therearestill two subtleissuesthathave to bead-
dressed.

First,whenleaving thevolume,thesamplelying outside
the volumemustbe projectedbackalongthe ray direction
ontotherespective boundingbox backsideandthevolume
renderingintegral mustbeevaluatedusingthereduceddis-
tance.However, amemory-ef�cient 2D pre-integrationtable
is only valid for a single�x edinterval lengthandthusa 3D
pre-integrationtablewould be required,consumingan im-
menseamountof memory. We thereforeaccepttheerrorin-
troducedby terminatingthesamplingjustbeforethevolume
is left andneglect a correctboundaryhandlingas is com-
monlydonealsowhenusingslice-basedvolumerendering.

Second,asseenin Sec.4, thenormalizedboundingbox
extentsaregivenby thevaluesEc. Thosevaluescorrespond
to thegeometricextentof thevolumein eachaxis,but they
cannotdirectlybemappedto themaximumextentof thevol-
umein texturespace.This originatesfrom the�x edinterval
[0::1] usedfor texture coordinatesin all dimensionsinde-
pendentlyof the numberof voxels provided on eachaxis.
Thus,beforeaccessingthevolumedatathecoordinatesneed
to bescaledby a factorof 1

Ec
thatis passedto theshadersas

programparameters.Thescalingcanthenbeeitheraccom-
plishedwithin the inner loop — which is very costly— or
outsidetheloop by scalingtheentrypoint andthedirection
vector. It shouldbenotedthat the lattermustbedoneafter
normalization.The resultingraycastingthentakesplacein
texturespaceandneithertheray directionnor thesampling
positioncanbe usedany morefor geometriccomputations
in objectspace,which arerequiredfor renderingthe back-
ground.

To optimize the renderingperformancewe also imple-
mentedearly ray termination,which can be easily added
to the codeasa singleconditionalBRKinstruction.Unfor-
tunately, this did not improve the overall renderingperfor-
mancewhichcanlikely beexplainedwith thehighoverhead
for conditionalbranchingin the fragmentshaderaswell as
the fact that fragmentsare processedin large groupsand
thereforean equallylarge numberof coherentfragmentsis
necessaryto gain any positive effects.Althoughtheperfor-
mancebene�t thatcanbeachievedby earlyray termination

(a) (b)

Figure 3 Illustration of sampledistancesin direct volumerendering
approaches.In contrastto raycasting(b), thesamplingdistanceis not
constantin slice-basedvolumerendering(a).

is hardto quantify— it stronglydependson thestructureof
thedataset,thechosentransferfunction,thecurrentview di-
rection,andthesamplingrate— wefoundthatin mostcases
very little is gained.For typical transferfunctionsusedfor
pre-integratedvolumerenderingwe have measuredevery-
thingfroma20%performancelossupto a60%performance
increase.

Thefactthattheprincipalrasterizationcomplexity is the
samefor both raycastingandconventionalslice-basedren-
deringposesthe questionaboutwhy a singlepassvolume
raycastingshouldbe superiorto 3D texture-basedslicing.
First, it obviously eliminatesthe necessityfor intermediate
buffer readsandwrites.Second,sincebasicallyonly asingle
polygonhastoberenderedin orderto generatethenecessary
fragments,raycastingexhibitsavery low geometryprocess-
ing andfragmentgenerationoverhead.And, third, raycast-
ing allows for adaptivestepsizes(includingearlyray termi-
nationandemptyspaceskipping),andby de�nition samples
thevolumeat equaldistances(Fig. 3), therebyavoiding ar-
tifacts[25]. Otheroptimizationsbasedon thehistoryalong
thesamplingray alsobene�t from the�e xibility of our ray-
castingapproachaswill bedemonstratedin Secs.6 and7.

Moreover, raycastinghasa muchhigheraccuracy than
slice-basedrenderingsincetheentirealgorithmis performed
in full 32bit �oating pointprecision.In contrast,slice-based
renderingsuffers from the lack of high accuracy �oating
point blending in today's graphicshardware. Although, it
is possibleto avoid framebuffer quantizationand to emu-
latefull precision�oating point blendingby ping-pongren-
deringto an off-screen�oating point texture target instead
of the framebuffer, this approachfurther increasesthe cost
associatedwith buffer accessesandreducesthe amountof
videomemorythatcanbeusedto storevolumedata.

6 SpectralVolumeRaycasting

In thissectionweextentthesofarpresentedGPU-raycasting
approachby thespectralvolumerenderingmethodbasedon
theKubelka-Munktheorydescribedin Sec.3. Standardvol-
umerenderingusingalphacompositingdoesnotaccountfor
selective absorptionof light, hencethe color accumulation
only dependson theassignedopacityof thematerialandall
intensitycomponentsof the light areattenuatedequally. In
contrast,theamountof light absorptionby realmediavaries
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over the spectrum.That meanswith an RGBa model,it is
not possibleto combinedifferentcoloredsemi-transparent
layersin an optically correctmanner. An examplefor this
is givenin Fig. 4a.Thesemi-transparenthomogeneousblue
cubeabsorbsmostwavelengthsof theredspectrum,thusthe
yellow squaresof thebackgroundappearto begreenwhen
seenthroughthe cubeandthe red partsof the background
completelyloosetheircolor information.Neithereffectsare
reproducedusinga -compositing,asshown in Fig. 4b. The
RGB transferfunction usedin (b) wascomputedfrom the
spectralpropertiesof thecube's materialandthea transfer
functionadaptedto matchtheappearanceof thecubeshown
in (a).

To includethosespectraleffectsinto thevolumeraycast-
ing framework describedin Secs.4 and5 weneedto takethe
wavelengthdependentbehavior of the mediainto account.
Therefore,weuseaequidistantsamplingof thespectrumof
visible light in therangefrom 400nmto 700nmat 10nmin-
tervals,resultingin a total of 31 distinctwavelengthsl that
have to beconsideredindependently.

Similar to the transferfunction usedin traditionalvol-
umerenderingfor eachscalarvalueof the volume,a cor-
respondingsetof spectralabsorptionandscatteringcoef�-
cientsSl andKl hasto bede�ned thatmapsdatavaluesto
materialproperties.

The volumesamplingthenproceedsasusual,with the
differencethat insteadof accumulatingcolor and opacity
values,for eachwavelengtha re�ectancevalue according
to the re�ectanceand transmittanceencounteredalong the
sampledpathin thevolumeis computed.In otherwords,the
classi�cationby thetransferfunctionlookupandthevolume
integrationbasedon alphablendingis replacedby a lookup
of the Kubelka-Munkcoef�cients Sl andKl for the sam-
pled materialor scalarvalue,the evaluationof the Eqs.(2)
for there�ectanceandtransmittance,andtheKubelka-Munk
compositionasde�ned by Eq.(1).

Although,a straightforwardimplementationof Eqs.(2)
canbedonevery easilyin thefragmentprogram,this is not
very ef�cient sincewe would needto usea lot of costly
shaderinstructionslike the squareroot and the hyperbolic

(a)Kubelka-Munk (b) RGBa

Figure 4 Comparisonof our spectralvolumeraycastingbasedon the
Kubelka-Munkmodel (a) to traditionalRGBa blending(b) to show
the effect of selective absorption.Note how the appearanceof color
changeswhenseenthroughthebluecoloredcube.

sine and cosine.Fortunately, when the thicknessd of the
layer is known, which is thecasefor raycastingwith a con-
stantsteplength,R andT canbe pre-computedfor a �nite
set of scalarvaluesand wavelengthsand storedin a two-
dimensionaltexturemap.Sincebothfunctionsarebounded
between0 and1 it is possibleto storethesevalueswith high
precisionin a16bit �oating point texture.

When the ray exits the volumeboundingbox we have
to add the contribution of the background.We assumethe
backgroundto bea completelyopaquelayerrepresentedby
are�ectancemapRb(l ). Thismapis obtainedfrom anRGB
imageusinganalgorithmby Glassner[11] thatcomputesthe
spectralrepresentationof an RGB value undercontrolled
lighting conditions.Note that sincethereare an unlimited
numberof possibilitiesto de�ne a spectrumfor an RGB
color triplet andthe limited numberof frequenciesthat we
samplein the spectrum,RGB valuesarenot accuratelyre-
producedin this approach.However, the approximationis
suf�ciently closefor our application.The �nal spectralre-
�ectance map RI (l ) of the imagecan then be computed
accordingto Eq. (1) by compositingRb(l ) and the accu-
mulatedre�ectanceof thevolumeRn(l ) as

RI (l ) = Rn(l ) +
T2

n(l )Rb(l )
1� Rn(l )Rb(l )

: (4)

As a last step,the computedre�ectancemaphasto be
lit with anappropriatelight sourceto producethe�nal color
valuesof the image.This is doneby applyingthespectrum
L(l ) of the CIE standardilluminant D65 representationof
naturaldaylight [43]. Which givesusa spectralrepresenta-
tion of theimage:

Il = RI (l )L(l ) : (5)

Finally, thespectralimagehasto beconvertedto RGBcolor
spacefor displayingtheresult.This is accomplishedby con-
vertingthecolor spectrumIl to theXYZ color spaceusing
the tristimulus color matchingfunctions, x̄(l ); ȳ(l ); z̄(l ),
de�nedfor theCIE 1964standardcolorimetricobserver[43]
by

IXYZ = å
l

Il (x̄(l ); ȳ(l ); z̄(l )) (6)

andtransformingthesevaluesto RGBspace

IRGB = MXYZ! RGBIXYZ (7)

usingthecolor conversionmatrixMXYZ! RGB givenin [11].
Theimagesthatcanberenderedusingthealgorithmde-

scribedabove in generallook �at andunrealistic,especially
for nearlyopaquematerials.Like in RGBa volumerender-
ing we can improve this by addinga shadingterm. Since
theKubelka-Munkmodelassumesisotropiclight scattering
that obeys Lambert's cosinelaw we canmultiply the local
re�ectancecoef�cient by a diffuseshadingtermwithout vi-
olatingthemodel.
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Although it is theoreticallypossibleto do the spectral
raycastingfor all wavelengthsin parallel in a single frag-
mentprogram,thereareseveraldrawbacksthatprevent the
useof this approach.First, the numberof temporaryregis-
ters that would be necessaryto storeall intermediateval-
ueswould bevery high. Second,sincethereis no possibil-
ity for indirectaddressingof registersin fragmentprograms
thenumberof linesof codenecessaryto implementthispro-
gramwouldbeveryhighresultingin codethatis errorprone
andunmaintainable.And third, andmost importantly, this
would evenfor fairly largesamplingstepsexceedthemax-
imum instructionlimit of 65k executedfragmentshaderin-
structionsperfragment.Therefore,wetreateachwavelength
separatelyusingamulti-passsolution.Sincethesummation
of color matchingfunctionsandthe following color trans-
formationsare linear operations,additive blendingcan be
usedfor accumulatingthecontributionsof the31 rendering
passesin a�oating pointrendertarget.Unfortunately, blend-
ing in �oating point framebuffer objectsis only supported
for 16bitprecision.But, asonly colorvaluesareblendedthe
precisionshouldbesuf�cient. Of course,anotherpossibility
wouldbeto useapairof 32bit �oating point texturesanddo
theadditionin a ping-pongfashion,but with a muchhigher
overhead.Ignoringtherefractive effects,asdescribedin the
following section,it wouldbealsopossibleto treatfour fre-
quency bandsin parallel,to accountfor thevectorprocess-
ing capabilitiesof theGPU.

7 RefractiveVolumes

Besidesthe selective absorptionpropertythat canbe mod-
eledbasedon theKubelka-Munktheorythereareotherim-
portanteffects that canbe observed for transparentmedia.
Fig. 5ashows a photographof a cubemadeof plexiglassin
a box with differentlycoloredsidewalls.Therearetwo im-
portantphenomenathatcanbeobservedin this image.First,
the partsof the blue-whitecoloredbackplanethat canbe
seenthroughthecubearedistorteddueto the refractionof
light andthesidewallsof theboxaremirroredin theleft and
right backwardsfacingsidesof thecubedueto total re�ec-
tion thatoccursin certaincasesonthetransitionfrom anop-
tically denserlayer to anoptically lighter material.Another
effect thatcanbeoftenobservedis dispersion.This is aphe-

(a) (b)

Figure5 Refractivevolumes.(a)Photographof acubemadeof plexi-
glassin aboxwith differentlycoloredsidewalls;(b) Volumerendering
of acubedatasetusingspectralrefractivevolumerendering.

nomenonthatalsoarisesfrom thevariationof therefraction
coef�cient of thematerialover thespectrumof light. Since
differentwavelengthsarerefractedto differentdegrees,an
achromaticlight ray is split into raysof chromaticlight that
follow differentpathsthroughthemedia.Typically thisphe-
nomenonis associatedwith prisms.

Although the KM-model assumesthat the entire volu-
metric domain of colorant has the samerefractive index,
it shouldnot prevent the introductionof refractionin such
a volume renderingintegral in an approximative manner.
Firstly, having refraction in the KM model is not in any
way lessaccuratethan having refractionin the traditional
volumerenderingintegral, sincethetraditionalvolumeren-
dering integral is basedon the Lambert-Bouguerlaw [43],
which alsoassumesthat theentirevolumetricdomainis of
thesamerefractive index. Secondly, if therewererefraction
betweendifferentelementarylayers,changingthedirection
of a �ux accordingto the relative refractive index between
the two layersis moreaccuratethanno directionalchange
of the�ux. Thereasonof this is obviousasthedominantdi-
rectionof transmittancein thephasefunctionof avolumeis
largelydeterminedby the�eld of refractive index.

Implementingrefractivevolumerenderingisstraightfor-
wardwith thepresentedraycastingapproach,requiringonly
few modi�cations.The�rst is anadditionalrefractioncoef-
�cient that hasto be storedin the materialtexture for each
of the31 wavelengthsof our spectralrenderingmodel.The
secondis the updateof the currentray traversaldirection.
Similarly to storingthescalarvalueof theprevioussampling
in the caseof pre-integratedvolumerendering(cf. Sec.5)
we keepthe refractioncoef�cient h i� 1(l ) obtainedfor the
lastsample.Thenin thecurrentintegrationstepthenew ray
directiondi is givenby

di = hdi� 1 �
�

h (di� 1 � ni) +
q

1� h 2(1� (di� 1 � ni)2)
�

ni ;

(8)

where h = h i� 1(l )=h i(l ) and ni is the volume gradient
at thecurrentsamplingposition,if necessaryre-orientedto
point in the directionoppositeto di . Both di andni areas-
sumedto be normalized.If the anglebetweenthe volume
gradientandthe incomingdirectionof the ray exceedsthe
critical angley t = arcsinh � 1 the incomingray is re�ected
from thematerialinterface,ratherthanbeingrefracted.This
total re�ection is indicatedby a negative value below the
squareroot in Eq.(8). In thiscasedi is setto

di = di� 1 � 2(di� 1 � ni)ni : (9)

Unfortunatelytherearesomeproblemswith totalre�ections.
It is possibleand in the caseof real datasetsnot unlikely
that very long light pathscanoccurwhena ray is re�ected
multiple times inside the volume.Suchproblemsare typi-
cally causedby noiseandinaccurategradientsor numerical
inaccuraciesin the computation.This not only makes the
computationvery slow, especiallyasquite large groupsof
pixelsseemto beprocessedin ”lock-step” modeon current
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Figure 6 Comparisonof RGBa volume raycastingusing a pre-integratedtransferfunction (left), spectralvolume raycastingbasedon the
Kubelka-Munkmodel(middle),andspectralvolumeraycastingincludingrefractiveeffectslikedispersion(right).

GPUs,but alsoas the maximumnumberof fragmentpro-
graminstructionscanbeeasilyexceededin that case.As a
solution we have limited the maximal numberof total re-
�ections thatareallowedwhentraversinga ray throughthe
volumeto a total of � ve.This effectively containsthenum-
ber of iterationsin the samplingloop and in fact doesnot
introducesigni�cant error, sincemultiple re�ectionsarenot
easilyunderstoodby theobserver andin thecaseof volume
renderingtypically leadto noisyimages.

In this sectionit becomesalsoclearwhy weusea rather
costly test for checkingwhethera ray hasleft the volume.
It would bemuchcheaperto just renderthe front andback
facingpolygonsof thevolume'sboundingboxseparatelyas
it is done,for example,in [22,15] andfrom thatinformation
computethenumberof stepsthatarenecessaryto samplethe
volume.Thisobviouslyonly worksfor linearrays,wherethe
exit pointanddirectionis known in advance,whichis notthe
casefor refractivevolumes.

8 Resultsand Discussion

In this sectionwe presentresultsof our spectralrefractive
volume raycastingalgorithm, as well as a comparisonto
standardvolumerenderingwith pre-integratedtransferfunc-
tionsanda CPU-basedimplementation.Again all presented
performancenumberswere measuredon a standarddesk-
top PC equippedwith a 3.4GHzPentium4 processorand
a NVIDIA GeForce7800GTX basedgraphicsaccelerator
card.

Fig.6 showsthreerenderingsof a2562� 225CT dataset
usingthesamebasicrenderingparameters,but threediffer-
entraycastingtechniques.Theleftmostimageshows there-
sult of standardpre-integratedvolumerendering.Thetrans-
fer function in this casewasderived from the spectralma-
terialpropertieschosenfor generatingtheothertwo images.
Note that only the color componentsof the RGBa trans-
fer functionwereautomaticallycalculated,while theopacity
valueswerechosento matchtheappearanceof thespectral

renderingsasgoodaspossible.Theothertwo imageswere
renderedbasedon theKubelka-Munkmodelusing31 sam-
plesof thespectrumof visible light. In contrastto theright-
mostimagethemiddleimagedoesnotincluderefractionand
its resultanteffects.But distortionof thebackgroundimage
aswell asthe innerstructuresof thevolumeanddispersion
of thelight areclearlyvisible in thelastimage.Both effects
signi�cantly help to depict the three-dimensionalnatureof
thedataset.Partsof thevolumethatwerehardlyvisible in
the �rst two imagesdueto their high transparency cannow
beclearlyidenti�ed. Ontheotherhand,artifactsdueto noise
in thedatasetaremuchmoreapparentwhile renderingwith
refractionasit is easyto noticein theleft partof theimage.

Whatcanalsobenoticedis thattheselective absorption
actsasanadditionaldepthcue.This is evenmoreobviousin
theimagesshown in Fig. 7. Notehow theredcolor compo-
nentof theyellow structuresis �ltered outby thetransparent
bluemediumandtheirapparentcolorchangesovergreento
bluedependingon thedepthof thestructure.

In Tab. 1 performancenumbersfor both datasetsand
all renderingtechniquesare presented.Since the dataset
hasto be sampled31 timesfor the spectralraycasting,the
renderingtimesaresigni�cantly larger thanfor the RGBa
method.Giventhehighercomplexity of theKubelka-Munk
compositingaswell astheoverheadintroducedby combin-
ing the31intermediateresults,theperformanceobtainedfor
thespectralrenderingseemsto bereasonableandevenbetter
thanweanticipated.Additionally, includingrefractionposes
ahighcomputationaleffort for eachsamplingstep,therefore
therenderingtimesfor theseeffectsaresigni�cantly higher.
Nevertheless,the performancethat can be achieved using
theGPUis up to two ordersof magnitudehigherthanwhat
canbe obtainedby a softwaresolution.Sincecomparinga
GPU-basedwith a CPU-basedalgorithmis alwaysan intri-
catetaskwe tried to includethesameoptimizationsin both
solutions,e.g.a pre-computedlook-up tablefor re�ectance
andtransmittancevalues.
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Table1 Performanceresultsfor renderingthevolumedatasetsshown in Figs.6 and7. Timingsaregivenin secondsperframe.

GPU-based GPU-based GPU-based CPU-based speedup
RGBa , w/o refraction spectral,w/o refraction spectralw/ refraction spectralw/ refraction

Head 0.3 11.8 18.0 2109.7 117.3
Convection 0.1 5.5 9.8 960.6 98.5

9 Conclusion

In this paperwe have presentedanextensionto our frame-
work [40] for hardware-acceleratedvisualizationof volu-
metric datasets.Our systemis basedon a single-passray-
castingapproachtakingadvantageof recentadvancesin pro-
grammablegraphicshardware.Comparedto standardslice-
basedvolumerenderingtechniques,thesystemexhibitsvery
high �e xibility and allows for an easyintegration of non-
trivial volumerenderingtechniqueswhich hasbeendemon-
stratedfor a spectralvolumerenderingapproachbasedon
the Kubelka-Munkmodel.At the momentspectralvolume
raycastingis far from beinginteractive,but allows to create
imagesof higheropticalcorrectnessthanit is possibleusing
the traditional RGBa volume renderingmodel.Neverthe-

Figure 7 Spectralvolumerenderingsincluding refractive effects for
two different setsof materialproperties.The dataset is a 2562� 64
simulationof theconvection�o w in theearth'scrust.

less,for typical volumedatasetsthe presentedGPU-based
raycastingimplementationof thespectralvolumeraycasting
achievesup to two ordersof magnitudehigherperformance
comparedto aequivalentsoftwareimplementation.
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